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Annex 3:  Glossary of terms used in Classical Test Theory 

psychometrics 

 

Terms used whole test statistics 

 

Number of items is the number of questions or stations in the assessment.  Increasing the 

number of items in any given test is likely to increase the test reliability, other factors being 

equal. 

 

Items with zero variance: ideally this should have a value of zero.  Where an item’s scores 

show zero variance, then all the candidates have achieved the same score (e.g. all 

candidates get an SBA item correct). Such items are deleted from the calculation of a 

reliability coefficient such as Cronbach’s α. This reduces the total number of items and 

therefore the value of α.  Items where all candidates achieve the same score add nothing to 

test reliability (see Cronbach’s α and Facility, below). 

 

Cronbach’s α is a measure of test reliability, or the reproducibility of test scores.   

 

Classical Test theory is founded on the idea that the variation seen in a cohort’s scores has 

two main components – the variance due to the true ability (the ‘construct’) being measured 

and error variance.  If σX is the total standard deviation of the scores, σT the standard 

deviation of the true scores due to ability and σE the standard deviation of scores due to 

error, then, in terms of variance: 

 

 

 

and reliability can be defined as the contribution of true scores variance to total variance:  

 

 

 

The standard deviation of the scores is easy to obtain, the problem then becomes one of 

how to estimate the true scores variance or the error variance.  This can be done by 

examining the way in which scores on different items co-vary, or put slightly less accurately, 

the extent to which items scores correlate with each other.  The two main methods that have 

been developed with CTT are Kuder-Richardson20 and Cronbach’s α.  The former is 

designed for use on dichotomous MCQ items, the latter is more widely applicable.  Both 

yield almost identical values on MCQ tests. 

 

Cronbach’s α is therefore an index of the internal correlation or internal consistency of the 

score for a test; a measure of how reproducible the scores would be if the same test were 

repeated with the same candidates.  (The test-retest concept is an ideal, but technically 

impractical test for reliability.) 

 

Interpretation of a value for Cronbach’s α is relatively straightforward.  As a rule of thumb, 

the ‘Gold Standard’ for a high stakes assessment is .85 (some say .8 t0 .9) and in principle a 

value close to 1.0 may indicate redundancy in the test. 
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Wikipedia gives the following table. 

 

Cronbach’s α does have some limitations.  As the cohort variance increases so, in general, 

does α.  If a cohort is particularly heterogeneous (candidates at different stages of 

development or of differing educational experience) very high apparent reliability can be 

obtained and highly homogenous cohort can return a disappointingly low value.  

Nevertheless Cronbach’s α remains a useful and fairly easy to calculate index of test 

reliability.  

 

Standard Error of Measurement SEM.  The SEM is similar to, but not the same as, the 

Standard Error of the Mean (SEM).  

 

The SEM provides another useful handle on test reliability, but is perhaps slightly more 

difficult to interpret.  It has the following formula: 

 

σE  = 𝜎𝑋 × √1 − 𝛼 . 

See footnote1 

 

where σE is the SEM , 𝜎𝑋  is the standard deviation of the scores and α is Cronbach’s α. 

Note that if α were to increase as the standard deviation increases, this formula will tend to 

provide some correction.  In practice SEMs tend to be more stable across repetitions of the 

same assessment than Cronbach’s α, especially with small cohorts.  With experience, a 

‘good’ SEM value can be inferred for any particular assessment type. 

 

Overall raw cut score is the basic pass mark for the test (usually obtained by a credible 

standard setting procedure).  To this raw cut score SEMs can be added, raising the passing 

standard and creating confidence intervals to reduce the occurrence of ‘false passes’ and 

false fails’.  Where a candidate’s score is at +1 SEM above the cut score there is 84% 

probability that this is a true pass, at +2 SEMs; this probability becomes 97.5%. 

 

Data for plots of scores, etc. 

 

Integrated frequency distribution, as the term implies, is the integral of a frequency 

distribution of test scores.  A Normal frequency distribution is a bell-shaped curve.  When the 

                                                
1
 For the more mathematically-minded, the Standard Error of Measurement (SEM) is that fraction of 

the total standard deviation due to error variance σ
2
E / σ

2
T .  This equation is equal to 1-α in terms of 

variance and √1 − 𝛼 in terms of standard deviation. 

Cronbach's alpha Internal consistency 

α ≥ .9 Excellent 

.9 > α ≥ .8 Good 

.8 > α ≥ .7 Acceptable 

.7 > α ≥ .6 Questionable 

.6 > α ≥ .5 Poor 

.5 > α Unacceptable 
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Normal distribution values are integrated this curve becomes S-shaped.  This translation 

confers some advantages in visualising and comparing test scores. 

 

Mean score is the arithmetic mean, or average, of the overall scores obtained by the cohort 

taking the test (or an individual test item). 

 

Standard deviation is a measure of the variation in test scores across the cohort.  It is the 

square root of the variance of the scores.  (Variance is the average of the squared 

differences from the mean.)  For practical purposes, about 95% of the scores on a test will 

lie between plus and minus two standard deviations from the mean score. 

 

Median score is the score value which separates the upper half from the lower half of the 

cohort’s scores.  If the scores follow a Normal distribution their mean and median will have 

the same value. 

 

Skew of scores' curve is a measure of divergence of test scores from a Normal distribution.  

Test scores often show a negative skew value indicating more higher scores than would 

occur in a Normal distribution, with a corresponding tail of low scoring candidates. 

 

Kurtosis of scores' curve is a measure of the flatness or peaked-ness of the marks’ 

distribution relative to a Normal distribution.  The values here are Excel’s ‘excess kurtosis’, 

and positive values indicates a relatively peaked distribution of scores. 

 

Standard Deviation value for Normal distribution  and offset for Normal distribution.   

Offset for Normal distribution (Median - Mean).  The graphs presented for each 

assessment show the integrated frequency distribution as a continuous blue line.  A second, 

red dotted line shows an integrated Normal distribution for comparison.  The Normal 

distribution is calculated using the same mean and standard deviation as the actual scores. 

The red curve is then shifted horizontally along the marks axis so that the median values for 

both curves lie at the same value.  Comparing the two curves gives a visual indication of 

how closely the scores follow a Normal distribution. 

 

Terms used in item-level statistics 

 

[Note that a summary including average values for some item-level metrics is supplied as 

part of the whole-test statistics.] 

 

Facility is the percentage of candidates giving the correct answer to an MCQ item and is 

therefore a measure of item difficulty.  In other test formats (OSCEs, Short Answers, etc.) 

where the score is variable, facility equates to the item average score.   When all candidates 

score 100% (or 0%) for an item (or v. rarely for an OSCE or similar station) then such items 

add virtually nothing to test reliability and do not differentiate (or discriminate) between 

candidates of varying ability.   Such items may be retained if they are of critical importance 

and there is an expectation that all candidates will get full marks.  Standard setting should 

take account of this fact.  Inclusion of many easy items or stations in a test will generally 

reduce the ability of the test to discriminate between candidates of differing abilities and may 

produce negatively-skewed test score distributions.  
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Very difficult MCQ items with very low facility should be checked to ensure that the answer 

key is correct and that the question is unambiguous. If one option, other than the correct 

one, is frequently chosen and this is the cause of the low facility, the likely reasons for this 

should be considered. Some difficult questions may also show good discrimination and 

these are useful to any assessment, but those which are difficult without discrimination add 

little. The same applies to difficult OSCE (or OSCE-type) stations or other test formats with 

high failure rates.  Content or checklists should be checked for clarity and accuracy and 

reasons sought for the high rate of failure. 

 

33% Discrimination gives a measure, on a scale of -1 to +1, of how well each item 

differentiates between candidates who have overall scores in the top third and bottom third 

of the cohort.  Negative values are undesirable since poor candidates score better than good 

ones on such items, and values of around zero add nothing to the ability of the test to 

discriminate competent from non-competent candidates.  This index is commonly used for 

MCQ (Single Best Answer or Extended Matching Question) tests than for OSCE (or OSCE-

type) assessments, although negative values here, too, deserve some explanation. 

 

Point biserial is a measure of how well the candidates’ scores for each item correlate with 

the sums of their scores overall.  It is simply the Pearson product-moment correlation 

coefficient  (r) for the scatter plot of candidates’ scores for a single item against the sums of 

their scores for the whole test.  Values for r can vary from -1 (complete negative correlation, 

through 0 (no correlation) to +1 (complete positive correlation).  The point biserial is used 

mainly for dichotomous items (i.e. where scores are only 0 or 1) in tests with 100+,items.  

This is because inclusion of the item score in the total score obviously adds something to the 

correlation, but the effect is very small in tests with large numbers of items.   

 

Item to total correlation: This is technically the corrected item to total correlation, while the 

point biserial is the uncorrected form. In the corrected item to total correlation, the correlation 

coefficient is calculated using the item score and the overall score minus the item score for 

each candidate.  The two measures are obviously conceptually related although actual 

values differ. The inclusion of the item score in the total score has a much larger effect on 

correlation where the number of items (e.g. the number of stations or orals) is relatively 

small.  The (corrected) item to total correlation is used in such assessments.  For 

assessments such as MCQs with 100+ items the uncorrected, point biserial tends to be 

used, since the effect of each item on r is much smaller. Both of these correlation measures 

have a scale from -1 to +1 and have a close relationship with the overall reliability of the test 

as measured by Cronbach’s α.  Negative values will reduce overall test reliability 

 

Cronbach’s α if item deleted shows the impact on overall test reliability of the deletion, in 

turn, of each element in the test.  Where Cronbach’s α rises for the overall test if an item is 

deleted, then that item is clearly reducing overall test reliability.  Only those items with a 

substantial effect should be of any concern.to examiners.  If an item, or more importantly an 

OSCE (or OSCE-type) station, is substantially reducing the test reliability, then it should be 

considered for deletion from the test.  In such cases a balance needs to be struck between 

the raising of overall reliability to an acceptable and defensible level and the impact of the 

loss of the station from the assessment blueprint.  The causes for the impact on reliability 

should also be explored, seeking, for example, the cause of any negative correlation with 

other station scores. 


